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Start from early universe initial conditions 

Build simulation which includes relevant physics 

Allow galaxies to “self-consistently” evolve 

Analyze results; Redefine “relevant physics” 
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Galilean invariant 

Instability handling 

Natural shock capturing 

Phase boundary resolution 

(SPH) e.g., GADGET (AMR) e.g., ENZO



Eulerian MethodsLagrangian Methods

Methods: AREPO

(SPH) e.g., GADGET (AMR) e.g., ENZO

Quasi-Lagrangian Finite-Volume
(moving mesh) e.g., AREPO

Springel (2010)



Lagrangian Methods Eulerian Methods
(SPH) e.g., GADGET (AMR) e.g., ENZO

Quasi-Lagrangian Finite-Volume
(moving mesh) e.g., AREPO

Springel (2010)

Methods: AREPO



Lagrangian Methods Eulerian Methods
(SPH) e.g., GADGET (AMR) e.g., ENZO

Quasi-Lagrangian Finite-Volume
(moving mesh) e.g., AREPO

Springel (2010)

Methods: AREPO







4 P. Torrey et al.

Figure 1. The simulated galaxy stellar mass function (GSMF) is shown for three di↵erent resolution simulations (top panel, solid
coloured lines) and several variations of our feedback model (bottom panel, solid coloured lines) along with data points from observations
at four di↵erent redshifts (as indicated). The “no feedback” simulation (grey line, bottom plot) provides a poor match to observations,
underscoring the need for strong feedback to regulate the growth of galaxies. Many of the feedback models are able to alleviate the
overproduction of stellar mass, including the high resolution fiducial model (red line, top plot) which provides reasonable agreement in
the overall shape and normalisation of the GSMF compared against observations. This includes a flattening of the low mass end of the
GSMF that occurs towards late times, along with a sharp cuto↵ for massive systems.

a CAMB linear power spectrum. The adopted cosmological
parameters are ⌦m0

= 0.27, ⌦
⇤0

= 0.73, ⌦b0 = 0.0456, �
8

=
0.81, and H

0

= 100h km s�1 Mpc�1 = 70.4 km s�1 Mpc�1

(h = 0.704), which were chosen to be consistent with the
WMAP7 measurements of Komatsu et al. (2011).

We study two types of simulations in this paper, both
of which were described in Paper I. The first is a set of cos-
mological simulations of size L = 25 h�1Mpc that initially
contain 2563 DM particles and 2563 gas cells, and in which
we vary the parameter choices for our feedback model. The
impact of these feedback parameter variations on the red-
shift z = 0 galaxy population was discussed in Paper I, and
we extend this discussion here by comparing the simulated
galaxy populations with high redshift data. The second set of
simulations employs our fiducial feedback model at three dif-
ferent resolutions, and are labelled L25n128, L25n256, and
L25n512. All our simulations are summarised in Table 1.

We use the SUBFIND algorithm (Springel et al. 2001) to
identify gravitationally bound groups of dark matter, stars,

and gas. We treat each self-bound group as a galaxy, and
calculate its properties based on the SUBFIND (sub) halo
catalogue. For the stellar mass, we could in principle take
a sum over all stellar particles associated with the group.
However, a non-negligible fraction of stellar mass in mas-
sive systems resides in a di↵usely distributed component,
as seen in observations of groups and clusters (e.g., Zibetti
et al. 2005; McGee & Balogh 2010) and simulations (e.g.,
Murante et al. 2004, 2007; Rudick et al. 2006; Puchwein
et al. 2010; Puchwein & Springel 2013). This is an impor-
tant point because: (i) intra-cluster light is not traditionally
counted as contributing to the central galaxy’s mass and (ii)
some of the intra-cluster light may fall below observational
limits. To take this into account, we define the galactic stel-
lar mass as the sum of stellar mass within twice the (total)
stellar half mass radius. This has only a small e↵ect on the
stellar mass measurements for low mass systems, but can
reduce the intra-cluster mass contributions in more massive
systems. We have checked that our adopted definition of
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Need for Feedback Physics



• Incorporate comprehensive physics/feedback model: 
• Stellar Evolution  

• Chabrier IMF 
• Time dependent mass/metal return from Core Colapse SN, AGB winds, and Type Ia 
• 9 species metal enrichment 

• Metal Line Cooling  
• Cloudy photoionization model tabulated (redshift, density, temperature, metallicity) 
• Only one “metallicity” used for cooling 

• Galactic Winds  
• Kinetic winds launched with ~1051 erg per supernova 
• Wind speed scaled with local DM velocity dispersion (~0.75 of halo escape velocity) 
• Lower velocities/Higher mass loadings for low mass galaxies 

• AGN Feedback 
• Quasar mode — continuously dumps thermal energy for high Eddington ratios 
• Radio mode — periodically inflates mechanical bubbles for low Eddington ratios 
• Electromagnitic — gas cooling rates recalculated with ionizing AGN radiation

Feedback Physics

Vogelsberger et al., (2013) Torrey et al., (2013)



No Feedback HUDF
Image Credit: Greg Snyder
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HUDF+ Metal Line Cooling 
+ Stellar Mass Loss

Image Credit: Greg Snyder
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HUDF+ Galactic Winds
Image Credit: Greg Snyder
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HUDF+ AGN Feedback
Image Credit: Greg Snyder
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1. AREPO Moving Mesh Code: 
• Computationally efficient — scales to 10k+ MPI tasks 
• Numerically sound — accurate gravity and hydro solvers 

2. Incorporated comprehensive physics/feedback model: 
• Stellar Evolution  
• Metal Line Cooling  
• Galactic Winds  
• AGN Feedback 

3. Large Simulation Volumes, “high" resolution: 
• L=75 Mpc/h periodic boxes 
• Three Resolution Levels: 

• 2 x 4553        (MDM = 4.0x108;   MBaryon = 8.1x107;   ɛ = 4.0 kpc/h co-moving) 
• 2 x 9103        (MDM = 5.0x107;   MBaryon = 1.0x107;   ɛ = 2.0 kpc/h co-moving) 
• 2 x 18203     (MDM = 6.2x106;   MBaryon = 1.2x106;   ɛ = 1.0 kpc/h co-moving)

Principle Components of Illustris
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Figure 1. Number of hydrodynamical resolution elements of
uniform-box cosmological simulations that are evolved down to
z = 0, as a function of publication date. Di↵erent symbols in-
dicate di↵erent hydrodynamical schemes (SPH, AMR, and mov-
ing mesh). Most simulations use the SPH technique, while only
a handful have employed finite volume schemes. We only show
simulations that use a spatially-adaptive hydrodynamical scheme
(i.e. we exclude fixed-grid simulations), and include at least cool-
ing, star-formation and some form of star-formation feedback.
Only recently have simulations begun to include AGN feedback
as well (red). The solid black line shows an exponential best-fit
to the growth of the number of resolution elements of hydrody-
namical simulations, with a doubling time of 16.2 months. For
comparison, the black dashed line shows the growth of pure N-
body simulations, with a doubling time of 16.5 months (Springel
et al. 2005b).

tion levels and implemented physics. All simulations as-
sume a standard ⇤CDM cosmology with ⌦⇤ = 0.7274,
⌦m = 0.2726, ⌦b = 0.0456, �8 = 0.809, ns = 0.963,
and H0 = 70.4 km s�1 Mpc�1. The largest and most com-
plete calculation in terms of implemented physical processes,
Illustris-1, also referred to simply as the Illustris Simula-
tion, follows 18203 DM particles and approximately 18203

baryonic resolution elements. It includes a comprehensive
set of physics models for galaxy formation. In this simula-
tion, the mass of a DM particle is mDM = 6.26 ⇥ 106 M�
and the typical mass of a baryonic resolution element is
mb = 1.26 ⇥ 106 M�. The gravitational softening for DM
particles is 1.4 kpc constant in comoving units, while for col-
lisionless baryonic particles it is equal to that of the DM at
z > 1 and later on it is fixed to 0.7 kpc, constant in physi-
cal units. For gas, the gravitational softening is tied to the
cell size, with an imposed minimum equal to the value used
for the collisionless baryonic particles. Two lower-resolution
versions of the same simulation, using 2⇥9103 and 2⇥4553

resolution elements, Illustris-2 and Illustris-3 respectively,
are also included in the set, mainly for resolution study pur-
poses. In addition, the same box is simulated with less com-

plete physics implementations, namely as a set of DM-only
runs (Illustris-Dark), and a set of non-radiative (adiabatic)
runs. All hydrodynamical runs also include passive Monte-
Carlo tracer particles that allow the gas flow to be followed
in a Lagrangian way. During the course of each run, 136
snapshots were generated. The 61 snapshots at z > 3 are
spaced with � log(a) ⇡ 0.02, where a is the cosmological
scale factor, and the 75 snapshots at z < 3 are spaced with
�a ⇡ 0.01. Each snapshot was post-processed by extended
and optimized versions of the FOF and SUBFIND algorithms
(Davis et al. 1985; Springel et al. 2001; Dolag et al. 2009),
to identify halos and subhalos and their properties.

The Illustris simulations were evolved with the moving-
mesh code AREPO (Springel 2010), which solves the Eu-
ler equations with Godunov’s scheme on a quasi-Lagrangian
moving Voronoi mesh. We have shown this method to be
advantageous in terms of accuracy compared to the tradi-
tional methods of smoothed particle hydrodynamics (SPH)
and adaptive mesh refinement (AMR) (Vogelsberger et al.
2012; Sijacki et al. 2012; Kereš et al. 2012; Torrey et al.
2012; Genel et al. 2013; Nelson et al. 2013). The full details
of the physical models used in Illustris are described in Vo-
gelsberger et al. (2013), and the Monte-Carlo tracer particle
technique is detailed in Genel et al. (2013).

The physics modeling includes, on top of gravity, hydro-
dynamics, and a uniform ionizing background (Katz et al.
1996; Faucher-Giguère et al. 2009) in an expanding universe,
a set of sub-resolution models for processes that are impor-
tant for galaxy formation. These include radiative cooling
(primordial as well as by heavy elements) with self-shielding
corrections, star-formation in high-density gas, stellar evo-
lution with associated metal enrichment and mass return,
star-formation feedback that uses 1.09⇥ 1051 erg per super-
nova explosion to drive kinetic galactic winds, black hole
seeding, accretion and merging, and finally three distinct
types of AGN feedback: quasar-mode, radio-mode, and a
radiative mode. The 15 or so free parameters of the mod-
els, associated mostly with the various feedback processes,
all have a physical meaning, and can be assigned numerical
values based on underlying principles, but given our igno-
rance and uncertainties regarding the complicated physics
of, e.g. star-formation and black-hole accretion, there is free-
dom in their exact values. In practice, a subset of them was
tuned to their particular values based on test simulations (of
a much smaller volume, 35.5Mpc on a side), which we only
compared against less than a handful of basic observations,
in particular the history of cosmic star-formation rate (SFR)
density and the z = 0 stellar mass function, ensuring that
they were roughly reproduced. Full details on the physics
models and the choice of parameters appear in Vogelsberger
et al. (2013).

3 SIMULATION VOLUME AND COSMIC
VARIANCE

The finite computational resources available for any simula-
tion impose limits on the mass, spatial, and temporal scales
that can be simulated and resolved. For periodic-box (non-
‘zoom-in’) cosmological simulations, the main compromises
that can be made to render the calculation tractable are the
cosmic time that is followed and the number of resolution
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Galaxy Stellar Mass Function

Genel+ (2014)
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Figure 3. The Illustris stellar mass function across cosmic time (curves) compared to observations (symbols, see below). Each panel
presents a di↵erent set of redshifts to facilitate readability, but the solid curves from each panel are repeated as dotted curves in the
other. We find overall agreement between Illustris and the observations, which is encouraging given that the free parameters of the
feedback processes have not been tuned to match the z > 0 mass functions. See discussion of remaining tensions with observations in
the text. Two estimates for the galactic stellar mass are shown: the full stellar mass included in each SUBFIND halo (solid curves),
and the stellar mass enclosed within the fiducial galactic radius r? (dashed curves). The observational points are only a subset of the
compilation presented in Torrey et al. (2014), in order to keep the plots readable, however they fairly represent the full compilation
both in normalization and scatter. The various observational points are adopted for z ⇠ 0 from Panter et al. (2007) (squares), Li &
White (2009) (stars), Baldry et al. (2012) (diamonds), and Bernardi et al. (2013) (circles), for z ⇠ 1 from Ilbert et al. (2010) (stars) and
Mortlock et al. (2011) (circles), for z ⇠ 2 � 3 from Kajisawa et al. (2009) (stars) and Santini et al. (2012) (circles), for z ⇠ 4 � 5 from
Lee et al. (2012) (squares), for z ⇠ 4� 6 from Stark et al. (2009) (stars), and for z ⇠ 4� 7 from González et al. (2011b) (circles).

direct observations of individual systems, using techniques
such as weak lensing (Mandelbaum et al. 2006), cluster at-
mosphere modeling (Gonzalez et al. 2013) or satellite kine-
matics (Conroy et al. 2007), and it can also be inferred
with indirect methods employing large galaxy populations,
e.g. based on galaxy abundance and clustering and a com-
bination thereof (Tinker et al. 2013). A common indirect
technique to determine this relation is dubbed ‘abundance
matching’, where the stellar mass function is matched to a
theoretical halo mass function under the assumption of sim-
ilar rank-ordering, with the possibility of allowing for some
scatter (Conroy & Wechsler 2009; Moster et al. 2010; Guo
et al. 2010; Behroozi et al. 2010, 2013c). While it is encour-
aging that various studies, using these completely indepen-
dent techniques, agree with one another to within a factor
of roughly two (Leauthaud et al. 2012b), rather substantial
di↵erences persist, even between di↵erent studies utilizing
the same technique, such as abundance matching.

In Fig. 6(a) we show the relation between stellar mass
and halo mass in Illustris for central galaxies at various red-
shifts. We find these results to be in a good qualitative agree-
ment at z . 3 with the relations found by Behroozi et al.
(2013c) in that the peak of the baryon conversion e�ciency
moves to higher masses at higher redshifts, the e�ciency
at masses larger than the peak is independent of redshift,

and the e�ciency at masses smaller than the peak is de-
creasing with redshift. However, in quantitative detail the
results disagree, as the dependence of the peak location on
redshift is significantly stronger in our simulation. Also, the
aforementioned trends with redshift are reversed according
to Behroozi et al. (2013c) at z & 4, a behaviour we do not
find in our simulation, which instead seems to converge to a
non-evolving relation at high redshifts.

The relations derived by Moster et al. (2013) have some-
what di↵erent qualitative and quantitative trends from those
of Behroozi et al. (2013c). There, the shift of the peak to-
wards higher masses at higher redshifts is much more pro-
nounced, and is in better agreement with Illustris (similar
results were found by the abundance matching study of Con-
roy & Wechsler 2009). The baryon conversion e�ciency at
masses beyond the peak is rather constant, in agreement
with both Behroozi et al. (2013c) and Illustris. However,
the behaviour at masses below the peak is rather di↵erent;
instead of a constant slope and a decreasing normalization
towards higher redshifts as in Behroozi et al. (2013c) and in
Illustris, Moster et al. (2013) find shallower slopes at higher
redshifts. To summarize the comparison to results derived
by abundance matching, we find that the evolution of the
stellar mass to halo mass relation shares some features with
the Behroozi et al. (2013c) results and some with Moster
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Figure 6. Red fraction in SDSS as functions of stellar mass and environment.

steadily with cosmic epoch and does so at a faster rate for the
higher density environments. The galaxy population therefore
occupies a shifting locus in ρ on the unchanging ερ(ρ) curve,
progressively broadening in ρ and extending further up onto the
steeper part of the ερ(ρ) curve as time passes.

Environmental effects within the galaxy population therefore
develop and accelerate over time as the galaxy population
migrates to a broader range of densities. This can be seen in our
earlier zCOSMOS analyses of fred in Cucciati et al. (2009), and
the analogous analysis of morphology in Tasca et al. (2009),
in which we split the galaxy population by environmental
density quartiles as here. Both analyses showed a progressive
development of differences between the highest and lowest
density quartiles as the redshift decreased from z ∼ 1 to locally.
Environmental effects are much weaker at z ∼ 1 than today
simply because many fewer galaxies inhabit the high δ regions
where the (unchanging) environmental effects are strongest.

4.3.2. Physical Origin of Environment Quenching

In the previous subsection, we showed that the environment
apparently imprints itself on the galaxy population in a way that
is uniquely given by the environment (over-density), indepen-
dent of epoch and of the mass of the galaxy.

A natural contender for this characteristic of the environmen-
tal effect is the quenching of galaxies as they fall into larger dark

Figure 7. As for Figure 5, but for the zCOSMOS sample at 0.3 < z < 0.6.

matter haloes (Larson et al. 1980; Balogh et al. 2000; Balogh
& Morris 2000; van den Bosch et al. 2008). Examination of
the 24 COSMOS mock catalogs (Kitzbichler & White 2007)
shows that the fraction of galaxies, at a given mass, that are
satellite galaxies, fsat, is strongly environment dependent, but,
at fixed ρ or δ, is almost entirely independent of epoch (at least
since z = 0.7), and of galactic mass, m (especially for m <
1010.9 M⊙), as shown in Figure 10. These are precisely the same
two characteristics that we have identified empirically for our
“environment-quenching” process.

If we suppose that “satellite quenching” quenches some
fraction x of satellites as they fall into larger haloes, then it is easy
to see that x will be given by the ratio of ερ/fsat. Inspection of
Figure 10 shows that x takes a value that increases from about
30% at the lowest densities up to about 75% for our densest
environments with log (1 + δ) ∼2. Interestingly, this is in the
same range as the estimate (40%) of the fraction of satellites
that are quenched from van den Bosch et al. (2008).

Ram pressure stripping and strangulation are usually consid-
ered as the physical mechanisms through which satellite quench-
ing operates (see, e.g., Feldmann et al. 2010). Such processes
may efficiently quench star formation, but would probably not
lead to morphological transformations. Incorporation of mor-
phological information into our picture could help us better
understand this process, but this is beyond the scope of this
paper.

SDSS red fraction

Peng+ (2010)
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Figure 16. Environmental dependence of the galaxy population. Upper left panel: Red fraction of galaxies as a function of stellar mass and galaxy overdensity.
Reddening occurs along the mass and overdensity axes. We also include observational contour lines for a red fraction of 0.9 from Peng et al. (2010) (dashed).
The shifted solid line represents a mass and overdensity shift to better fit our data. This shifted contour line coincides with the simulated contour line for a red
fraction of 0.4 (black line), but not with that of 0.9. Upper right panel: Red fraction of galaxies as a function of stellar mass and galaxy overdensity, but now
using a theoretically motivated environment estimator described in Haas et al. (2012), which has only little halo mass dependence. Lower left panel: Stellar
mass as a function of halo mass colour coded according to red fraction. SF is most efficient around M200,crit ⇠ 10

12
M� where we find blue star forming

galaxies sitting on the SF main sequence. Lower right panel: Mean SF rate as a function of stellar mass and galaxy overdensity. We include here only star
forming galaxies. For these, the SF does not depend on �, but instead is a pure function of stellar mass through the SF main sequence. Observational contour
lines from Peng et al. (2010) are also shown, and those tend to show no dependence on the overdensity either. Combined with the findings in the other panels
this implies that the rate of SF does not depend on environment, but the probability of a galaxy being quenched and becoming redder does.

local galaxy overdensity 1 + � at z = 0. The overdensity field is
calculated based on the fifth nearest galaxy considering only sys-
tems with r-band magnitude < �19.5 for the construction of the
galaxy density field at z = 0. This leaves us with 11, 112 galax-
ies from which we calculate the local overdensity field (1 + �) for

each other galaxy that we can correlate with other galaxy proper-
ties. We note that this procedure is commonly adopted in observa-
tional studies (e.g., Peng et al. 2010). Figure 15 demonstrates that
galaxies tend to be redder at larger stellar masses and at higher
galaxy overdensities, in accord with observations. These two “red-

© 0000 RAS, MNRAS 000, 000–000
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Figure 16. Environmental dependence of the galaxy population. Upper left panel: Red fraction of galaxies as a function of stellar mass and galaxy overdensity.
Reddening occurs along the mass and overdensity axes. We also include observational contour lines for a red fraction of 0.9 from Peng et al. (2010) (dashed).
The shifted solid line represents a mass and overdensity shift to better fit our data. This shifted contour line coincides with the simulated contour line for a red
fraction of 0.4 (black line), but not with that of 0.9. Upper right panel: Red fraction of galaxies as a function of stellar mass and galaxy overdensity, but now
using a theoretically motivated environment estimator described in Haas et al. (2012), which has only little halo mass dependence. Lower left panel: Stellar
mass as a function of halo mass colour coded according to red fraction. SF is most efficient around M200,crit ⇠ 10

12
M� where we find blue star forming

galaxies sitting on the SF main sequence. Lower right panel: Mean SF rate as a function of stellar mass and galaxy overdensity. We include here only star
forming galaxies. For these, the SF does not depend on �, but instead is a pure function of stellar mass through the SF main sequence. Observational contour
lines from Peng et al. (2010) are also shown, and those tend to show no dependence on the overdensity either. Combined with the findings in the other panels
this implies that the rate of SF does not depend on environment, but the probability of a galaxy being quenched and becoming redder does.

local galaxy overdensity 1 + � at z = 0. The overdensity field is
calculated based on the fifth nearest galaxy considering only sys-
tems with r-band magnitude < �19.5 for the construction of the
galaxy density field at z = 0. This leaves us with 11, 112 galax-
ies from which we calculate the local overdensity field (1 + �) for

each other galaxy that we can correlate with other galaxy proper-
ties. We note that this procedure is commonly adopted in observa-
tional studies (e.g., Peng et al. 2010). Figure 15 demonstrates that
galaxies tend to be redder at larger stellar masses and at higher
galaxy overdensities, in accord with observations. These two “red-
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Figure 2. The relation between the logarithmic slope of the stellar halo
(↵STARS, calculated between the stellar half-mass radius and the virial ra-
dius of the halo) and the total halo mass, at z = 0. Filled, large black circles
denote median values in halo-mass bins for the Illustris galaxies, with corre-
sponding 1-� standard deviations. Green, open symbols represent a sample
of individually-simulated, N-body+hydrodynamics zoom-in galaxies (the
Aquarius and Eris Milky Way analogs from, respectively, Marinacci, Pak-
mor & Springel 2014; Rashkov et al. 2013). Our resolution tests indicate
that the flattening of the ↵STARS �MHalo relation below 3⇥ 1011M� is
a numerical artifact, while the amount of scatter is physical. The blue and
red dots represent a sample of individual, visually selected galaxies with
strong disk (blue) or elliptical (red) morphologies (see Vogelsberger et al.
2014b, for details).

the different morphological components of a simulated galaxy (e.g
bulge, disk, and halo), we simply define the stellar halo as all the
stellar material beyond a given radius. We adopt the stellar half-
mass radius (r1/2) as the inner boundary of the stellar halo: this
varies from ⇠10 kpc for 1012M� objects to 30 kpc for 5⇥10

13
M�

groups, and thus corresponds to about 3-4 times the disk scale
length of Milky-Way like galaxies (see Figure in Appendix A). Al-
though in previous works we have adopted 2 ⇥ r1/2 to define a
galaxy, observations of Milky Way halo stars can be as close as ⇠
10-15 kpc above the disk plane, making the choice quite ambigu-
ous. As the outer boundary of the stellar halo, we formally adopt
the virial radius; in practice, the slope is measured as long as at
least one star falls in the chosen radial bins, which can happen at
radii smaller than Rvir (see Appendix A).

The radial range, over which the halo stellar density is mea-
sured, could in principle bias the quoted value of ↵STARS. On one
hand, the slope can roll and the profile can become steeper in the
outer regions of the stellar halo (as it has been suggested by Deason
et al. 2014 for the Milky Way, and has been predicted by Bullock &
Johnston 2005 via hybrid non-hydrodynamic stellar halo models);
on the other hand, the measured slope can be affected by local in-
homogeneities and enhancements in phase-space, including stellar
shells and streams, making the measurement noisy when calculated
across an insufficient radial extent. The key results of the paper are
shown for ↵STARS intended as an average rather than a local slope,

and measured specifically in the range r1/2 6 r 6 Rvir; how-
ever, we discuss median trends and halo-to-halo variations for a
variety of different choices: for example, for comparison with ob-
servations, we have also measured the stellar halo slope at fixed
apertures, 10 6 r 6 50 kpc and 50 6 r 6 100 kpc, for Milky-
Way mass haloes (see Appendix A).

We characterise the shapes of DM haloes in terms of NFW
(Navarro, Frenk & White 1996, 1997) and Einasto (Einasto 1965)
fits, as well as with methods which are fitting-formula independent
and better able to accommodate the effects that baryons may in-
duce on the underlying DM structures. The fitting is performed via
the least squares method, in logarithmic space, and with equally-
weighted radial bins. In what follows, we compare the stellar and
DM logarithmic slopes, ↵STARS and ↵DM, in the common range
rEinasto 6 r 6 1/2 Rvir, where rEinasto denotes the scale radius
in the Einasto profile formula.

In Figure 1, we show two examples of DM and stellar haloes
with 2D projections of DM density and stellar light, and the corre-
sponding 3D spherically-averaged density profile. These two exam-
ples are representative of the relevant mass and radial scales for an
elliptical galaxy (upper panels) and a disk-like galaxy (lower pan-
els). For both examples, and for the majority of analyzed haloes,
a single power law approximation provides good agreement with
the measured stellar halo density profile, from approximately the
stellar half-mass radius out to the virial radius.

3 RELATING THE STELLAR HALO DENSITY PROFILE
TO HALO AND GALAXY PROPERTIES

In this Section, we study the relationship between the slope of
the stellar halo density profile, the properties of the underlying
DM haloes, and their central galaxies. Figure 2 shows one of the
main results of this work: a strong correlation between the slope of
the stellar halo and the total mass of the parent dark matter halo,
where more massive haloes host shallower stellar haloes (smaller
|↵STARS|) than lower-mass haloes. In particular, halo stars fall
off much more steeply than the expected outer DM density pro-
files, with ↵STARS ranging between �3.5 and �5.5 in the interval
3⇥ 10

11 . MHalo . 10

14
M�. The halo-to-halo variation in stel-

lar halo slope at fixed MHalo increases towards the low-mass end,
reaching ±0.5 (1-�) at ⇠ 10

12
M� and below.

Our resolution tests based on the Illustris simulation suite (see
Appendix) indicate that the flattening in the ↵STARS�MHalo rela-
tion below about 3 ⇥ 10

11
M� is a numerical artifact, marking the

lowest mass systems which are sufficiently resolved for this anal-
ysis. On the other hand, lack of resolution is not responsible for
the enhancement in the scatter towards the low-mass end, which
thus appears to be a robust and physical feature. Several distinct
reasons generate the artificial flattening of the stellar halo slope
in poorly resolved haloes: (1) the low-density stellar outskirts are
not well sampled when an insufficient number of stellar particles
are present, (2) poor resolution enhances tidal stripping of material
from orbiting satellites, (3) some level of spurious star formation
occurs outside the central galaxy where it is not physically moti-
vated, resulting in too massive in situ stellar haloes. We find that at
least 3000 stellar particles within the virial radius are required to
properly characterise the stellar halo structure.

In Figure 2, green, open symbols represent the same measure-
ments performed on a series of zoom-in cosmological simulations
of individual Milky-Way like haloes, characterised by better spatial
and mass resolution than Illustris, and implementing a slightly dif-
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Figure 2. The relation between the logarithmic slope of the stellar halo
(↵STARS, calculated between the stellar half-mass radius and the virial ra-
dius of the halo) and the total halo mass, at z = 0. Filled, large black circles
denote median values in halo-mass bins for the Illustris galaxies, with corre-
sponding 1-� standard deviations. Green, open symbols represent a sample
of individually-simulated, N-body+hydrodynamics zoom-in galaxies (the
Aquarius and Eris Milky Way analogs from, respectively, Marinacci, Pak-
mor & Springel 2014; Rashkov et al. 2013). Our resolution tests indicate
that the flattening of the ↵STARS �MHalo relation below 3⇥ 1011M� is
a numerical artifact, while the amount of scatter is physical. The blue and
red dots represent a sample of individual, visually selected galaxies with
strong disk (blue) or elliptical (red) morphologies (see Vogelsberger et al.
2014b, for details).

the different morphological components of a simulated galaxy (e.g
bulge, disk, and halo), we simply define the stellar halo as all the
stellar material beyond a given radius. We adopt the stellar half-
mass radius (r1/2) as the inner boundary of the stellar halo: this
varies from ⇠10 kpc for 1012M� objects to 30 kpc for 5⇥10

13
M�

groups, and thus corresponds to about 3-4 times the disk scale
length of Milky-Way like galaxies (see Figure in Appendix A). Al-
though in previous works we have adopted 2 ⇥ r1/2 to define a
galaxy, observations of Milky Way halo stars can be as close as ⇠
10-15 kpc above the disk plane, making the choice quite ambigu-
ous. As the outer boundary of the stellar halo, we formally adopt
the virial radius; in practice, the slope is measured as long as at
least one star falls in the chosen radial bins, which can happen at
radii smaller than Rvir (see Appendix A).

The radial range, over which the halo stellar density is mea-
sured, could in principle bias the quoted value of ↵STARS. On one
hand, the slope can roll and the profile can become steeper in the
outer regions of the stellar halo (as it has been suggested by Deason
et al. 2014 for the Milky Way, and has been predicted by Bullock &
Johnston 2005 via hybrid non-hydrodynamic stellar halo models);
on the other hand, the measured slope can be affected by local in-
homogeneities and enhancements in phase-space, including stellar
shells and streams, making the measurement noisy when calculated
across an insufficient radial extent. The key results of the paper are
shown for ↵STARS intended as an average rather than a local slope,

and measured specifically in the range r1/2 6 r 6 Rvir; how-
ever, we discuss median trends and halo-to-halo variations for a
variety of different choices: for example, for comparison with ob-
servations, we have also measured the stellar halo slope at fixed
apertures, 10 6 r 6 50 kpc and 50 6 r 6 100 kpc, for Milky-
Way mass haloes (see Appendix A).

We characterise the shapes of DM haloes in terms of NFW
(Navarro, Frenk & White 1996, 1997) and Einasto (Einasto 1965)
fits, as well as with methods which are fitting-formula independent
and better able to accommodate the effects that baryons may in-
duce on the underlying DM structures. The fitting is performed via
the least squares method, in logarithmic space, and with equally-
weighted radial bins. In what follows, we compare the stellar and
DM logarithmic slopes, ↵STARS and ↵DM, in the common range
rEinasto 6 r 6 1/2 Rvir, where rEinasto denotes the scale radius
in the Einasto profile formula.

In Figure 1, we show two examples of DM and stellar haloes
with 2D projections of DM density and stellar light, and the corre-
sponding 3D spherically-averaged density profile. These two exam-
ples are representative of the relevant mass and radial scales for an
elliptical galaxy (upper panels) and a disk-like galaxy (lower pan-
els). For both examples, and for the majority of analyzed haloes,
a single power law approximation provides good agreement with
the measured stellar halo density profile, from approximately the
stellar half-mass radius out to the virial radius.

3 RELATING THE STELLAR HALO DENSITY PROFILE
TO HALO AND GALAXY PROPERTIES

In this Section, we study the relationship between the slope of
the stellar halo density profile, the properties of the underlying
DM haloes, and their central galaxies. Figure 2 shows one of the
main results of this work: a strong correlation between the slope of
the stellar halo and the total mass of the parent dark matter halo,
where more massive haloes host shallower stellar haloes (smaller
|↵STARS|) than lower-mass haloes. In particular, halo stars fall
off much more steeply than the expected outer DM density pro-
files, with ↵STARS ranging between �3.5 and �5.5 in the interval
3⇥ 10

11 . MHalo . 10

14
M�. The halo-to-halo variation in stel-

lar halo slope at fixed MHalo increases towards the low-mass end,
reaching ±0.5 (1-�) at ⇠ 10

12
M� and below.

Our resolution tests based on the Illustris simulation suite (see
Appendix) indicate that the flattening in the ↵STARS�MHalo rela-
tion below about 3 ⇥ 10

11
M� is a numerical artifact, marking the

lowest mass systems which are sufficiently resolved for this anal-
ysis. On the other hand, lack of resolution is not responsible for
the enhancement in the scatter towards the low-mass end, which
thus appears to be a robust and physical feature. Several distinct
reasons generate the artificial flattening of the stellar halo slope
in poorly resolved haloes: (1) the low-density stellar outskirts are
not well sampled when an insufficient number of stellar particles
are present, (2) poor resolution enhances tidal stripping of material
from orbiting satellites, (3) some level of spurious star formation
occurs outside the central galaxy where it is not physically moti-
vated, resulting in too massive in situ stellar haloes. We find that at
least 3000 stellar particles within the virial radius are required to
properly characterise the stellar halo structure.

In Figure 2, green, open symbols represent the same measure-
ments performed on a series of zoom-in cosmological simulations
of individual Milky-Way like haloes, characterised by better spatial
and mass resolution than Illustris, and implementing a slightly dif-
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Figure 6. The relation between the stellar halo slopes and the halo for-
mation time for Milky-Way-like galaxies (light: 6 ⇥ 1011 < MHalo 6
9⇥ 1011M�; massive: 9⇥ 1011 < MHalo 6 2⇥ 1012M�). The trend
between slope and formation time is preserved also at fixed halo masses,
and becomes steeper for smaller masses. Here, in contrast to Figure 5, only
galaxies exhibiting disk-like morphologies are considered: note that, for
Milky-Way masses, the average halo formation times for disk galaxies are
larger by ⇠ 0.6� 0.7 Gyrs than for the whole population. The grey bands
denote current observational constraints for M31 and the MW, performed
across different radial ranges (see text for details).

stronger trends with ↵STARS for masses below 10

12
M�, although

this is not explicitly captured in Figure 5.
Finally, in the bottom right panel of Figure 5, we consider one

last quantity that encodes the essence of the hierarchical growth of
structures in CDM scenarios – namely, the fraction of stellar mass
that a galaxy (main body + stellar halo) accreted from mergers as
well as disrupted satellites. We define “ex-situ” or “accreted” as
those stars that, at the time of formation, were bound to any halo
which lie outside the main progenitor branch of a given halo at
z = 0. Given this definition, the ex-situ fraction grows rapidly with
halo mass, up to ⇠70–80 percent for galaxies at the centres of the
clusters. Larger fractions of ex-situ stars also induce shallower stel-
lar haloes, but this trend flattens for halo masses larger than about
10

13
M�. For haloes below this mass, our analysis suggests that

elliptical galaxies which are hosted by more recently formed DM
haloes exhibit larger accreted stellar mass fractions (see Rodriguez-
Gomez et al. 2014b, in preparation), and consequently have shal-
lower stellar halo profiles.

5.1 Galactic Archeology with the Stellar Halo Slope

In order to explore the implications of our findings for the history of
the Local Group, we now focus exclusively on haloes with Milky-
Way like masses. We have 1744 such galaxies in Illustris satisfying
our selection criteria (see Section 2.1), half of which we define to
have disk-like kinematics, and which we separate in two halo mass
bins, namely 6⇥ 10

11 < MHalo 6 9⇥ 10

11
M� for “light” Milky

Ways, and 9⇥10

11 < MHalo 6 2⇥10

12
M� for “massive” Milky

Ways (see Watkins, Evans & An 2010, for a detailed discussion

about the constraints on the Milky Way mass). As stated in Section
3, we find that Milky-Way like haloes (combining light+massive)
have ↵MW

STARS ⇠ �4.5, lowered by an additional 0.2 � 0.3 when
considering only disk galaxies.

Figure 6 quantifies the dependence of the stellar halo slopes
on the combination of DM halo mass, galaxy morphology, and as-
sembly history. Here we demonstrate that at fixed mass and fixed
morphology, a residual trend with halo formation time is mani-
fest: galaxies that assembled half of their total halo mass within
the last 5 Gyrs have stellar profiles shallower by ' 0.5 than haloes
with formation times more than 10 Gyrs ago. Moreover, we find
that, according to our definition, disk and elliptical galaxies re-
side in haloes whose median halo formation time differs by up to
⇠ 1.2 Gyrs at fixed halo mass, although with similarly large 1-
� variations within each morphological class (a result which will
be expanded elsewhere; see also Sales et al. 2012). We note that
at these masses, the difference between a parameterisation based
on tmb,1/2Mass or tmb,3/4Mass is negligible. However, at fixed halo
mass, the distribution of the halo formation times is very asymmet-
ric, peaking e.g. at 8.9 Gyrs ago for light MWs and being skewed
towards more recent formation times with an extended tail: the
smallest values of |↵STARS| are indeed recorded in such tails of
the halo formation time distribution. Finally, no strong residual de-
pendence can be found as a function of accreted stellar fraction or
as a function of the total number of accreted satellites, once halo
mass, morphology and halo formation time are fixed.

A comparison of our simulated results with current observa-
tional constraints of the stellar halo slopes for M31 and the Milky
Way is potentially enlightening: these are given in Figure 6 by
grey areas. While the stellar halo of M31 is remarkably shallow
across a wide range of radial distances and measurements (�3.7 .
↵M31
STARS . �3: Gilbert et al. 2012; Ibata et al. 2014), for the Milky

Way, current assessments based on stellar number counts depend
sensitively on the galactocentric distance probed by the measure-
ments. Within r ⇠ 20 � 30 kpc, Bell et al. (2008); Watkins et al.
(2009); Sesar, Jurić & Ivezić (2011); Deason, Belokurov & Evans
(2011) find a power law slope of �3 . ↵MW

STARS . �2, but that
a steeper index is required for distances between 25 and 50 kpc,
namely �4.6 . ↵MW

STARS . �3.8. Recently, Deason et al. (2014)
found that A-type stars selected from the Sloan Digital Sky Survey
at r ⇠ 50 � 100 kpc are well modeled by an even smaller index,
↵MW
STARS = �6± 0.5.

It is important to emphasise that the trend we find between
stellar halo slope and halo formation time is qualitatively confirmed
regardless of the choice of the radial range over which the simulated
stellar haloes are considered, but with a caveat: measurements over
smaller radial extents result in progressively noisier and weaker re-
lations, with larger halo-to-halo variations at fixed formation time.
Overall, we find that stellar haloes characterised across a radial ex-
tent which is larger than approximately half the virial radius are less
sensitive to local inhomegenities, and are thereby more stable prox-
ies of the global properties of the underlying DM haloes and central
galaxies. In this respect, it is plausible that observational measure-
ments performed simultaneously across the whole available galac-
tocentric distances within the Milky Way would best agree with the
locus identified by our simulation results for either light or massive
Milky Ways.

Remarkably, our simulation results seem to be more consis-
tent with the relatively steep stellar halo measured for the Milky
Way, and broadly inconsistent with the shallow values measured for
M31. The discrepancy between the halo slopes of Milky Way and
M31 can thereby be interpreted with a possibly large diversity be-
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Galaxy merger rates in Illustris 13

Figure 9. The galaxy major merger rate (µ⇤ � 1/4) as a function of redshift, for descendant stellar masses greater than 10

10

M� (left) and 10

11

M� (right).
The blue, red, and green lines correspond to the three resolution levels of Illustris. The shaded regions (Illustris-1 only) correspond to the Poisson noise from
the number of mergers in each bin. Fitting functions from the semi-empirical models of Stewart et al. (2009) and Hopkins et al. (2010a) are indicated with
dot-dashed and solid black lines, respectively. The magenta dashed range on the left panel encapsulates the observational constraints for medium-sized galaxies
(M⇤ & 10

10

M�), determined from observations of the merger fraction by Kartaltepe et al. (2007), Lin et al. (2008), de Ravel et al. (2009), and Bundy et al.
(2009), in combination with cosmologically averaged merger time-scales from Lotz et al. (2011). The right panel includes different observational estimates of
the merger rate for massive galaxies (M⇤ & 10

11

M�), shown as symbols with errorbars.

of Williams, Quadri & Franx (2011) and Newman et al. (2012),
where we adopt a time-scale of 0.4 Gyr instead of the significantly
larger suggested time-scales. The observations by Williams, Quadri
& Franx (2011) and Newman et al. (2012) predict a decreasing or
nearly constant redshift dependence, while observations by Bundy
et al. (2009), Bluck et al. (2009, 2012), and Man et al. (2012) sug-
gest an increasing redshift dependence. Recently, Man, Zirm & Toft
(2014) attempted to resolve these differences by pointing out that
studies in which major mergers are selected by flux ratio instead of
stellar mass ratio tend to include very bright galaxies which never-
theless have very small masses, and should therefore not be counted
as major mergers (using a stellar mass ratio definition). Therefore,
Man, Zirm & Toft (2014) also support a decreasing redshift de-
pendence, assuming that major mergers are selected by their stellar
mass ratio. Yet, the Illustris Simulation (as well as semi-empirical
models) predict a strongly increasing redshift dependence, despite
the fact that major mergers are also selected by stellar mass ratio.

The reason for this discrepancy is unclear at this stage. On the
one hand, until observations converge to an agreed result better than
a factor of ⇠2, they will not be able to place significant constraints
on modern theoretical models. On the other hand, considering that
the halo-halo merger rate also exhibits a strong, positive correla-
tion with redshift, we cannot envision any physical mechanism for
which such trend should reverse in the case of galaxy mergers.

Figure 10 shows the major (µ⇤ � 1/4) merger rate of galax-
ies as a function of descendant stellar mass. As before, the three
resolutions of Illustris are indicated with blue, red and green solid
lines, and predictions from the semi-empirical models of Stew-
art et al. (2009) and Hopkins et al. (2010a) are shown with dot-
dashed and solid black lines, respectively. The black circles with
errorbars correspond to recent observational work on the mass-

dependent merger rate by Casteels et al. (2014), based on obser-
vations of the fraction of highly asymmetric galaxies in the lo-
cal Universe (z . 0.2), which are converted into merger rates
by using the mass-dependent merger time-scales from Conselice
(2006). The galaxy merger rate in Illustris is in good agreement
with the observations by Casteels et al. (2014) for galaxies with
stellar masses M⇤ & 10

10

M�, although there is some disagree-
ment below ⇠ 10

10

M�. We point out that the time-scales used
by Casteels et al. (2014) require gas fraction measurements, which
are only available for M⇤ > 10

10

M�. Therefore, an extrapolation
has been used for M⇤ < 10

10

M�, which can introduce significant
uncertainties into the corresponding observability time-scales.

The predictions from Hopkins et al. (2010a) appear to be
larger than the ones from Illustris by a factor of ⇠2–5. Part of this
difference is explained by the fact that the model from Hopkins
et al. (2010a) describes the merger rate for all galaxies with masses
larger than a given value, while the other estimates in Figure 10
correspond to galaxies with stellar masses around a given value.
According to calculations with Illustris, this can account for a fac-
tor of ⇠2 at the low-mass end, M⇤ . 10

9

M�, but the effects be-
come less significant at higher masses. The remaining differences
are possibly related to the merger time-scales involved, which are
included self-consistently in Illustris (see Section 6).

Finally, we point out that different observational estimates for
the mass dependence of the galaxy merger rate have also not con-
verged yet, with some studies supporting an increasing mass depen-
dence and others suggesting the opposite (see Casteels et al. 2014,
for a discussion). In fact, the observations by Casteels et al. (2014)
are consistent with both an increasing and a decreasing mass depen-
dence, depending on the stellar mass range considered. The Illustris
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Image Pipeline: General Summary
• Goals:  

• Convert simulated galaxy population into mock survey data 
• Place in accessible format for observers to access and compare 
• Analyze in even handed comparison using observational tools 

• Methods:  
• Assign light sources (stars only; can be generalized) 
• BC03 & SB99 SPS models employed 
• Observe with mock-telescopes/mock-filters 

• Resulting Current and Completed Projects: 
• Accuracy of photometric stellar mass determinations 
• Gini-M20 non-parametric structural fits 
• Compact massive galaxy analysis 
• gim2d  galaxy structural analysis

Torrey, Snyder+ (2015) 
Synder, Torrey+ (2015)
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Figure 3. Integrated SEDs are shown for a quiescent elliptical
(red line) and star forming disk (blue line) of similar stellar mass.
Due to the younger stellar population, the star forming disk has
substantially more UV emission. We also show the star forming
disk’s SED when using the MAPPINGS HII region model (cyan),
and the CF00 empirical dust correction (magenta). Both of these
models reduce the UV luminosity substantially.

galaxy SEDs, we assume they are located at the redshift of
the simulation snapshot from which they were extracted.

2.2.5 Image Production and Broadband Definitions

Images are produced by projecting the stellar light using
pinhole cameras with a resolution of N

pixels

⇥N
pixels

pixels.
We use a fiducial value of N

pixels

= 256 for the full im-
age catalog. However, we have used higher pixel resolution
(N

pixels

= 512) for many of the individual images included
in this paper. Each galaxy is imaged with four cameras,
which see the galaxy from four di↵erent viewing angles. The
cameras sit at the vertices of a tetrahedron and are pointed
toward the center of the tetrahedron. We move the galaxy’s
position such that the galaxy’s potential minimum sits at the
center of the tetrahedron, which results in the four cameras
being randomly aligned with respect to the rotation axis of
each galaxy. The first camera (CAMERA0, in our later no-
tation) corresponds to the positive z direction. Each camera
is placed 50 Mpc away from the galaxy’s center, regardless of
the galaxy’s intrinsic redshift, and the image field-of-view is
set to be 10 times the stellar half mass radius for the galaxy.

The first imaging step is the production of a mock in-
tegral field unit (IFU) data cube – with full spectra being
associated with each pixel. We convolve the IFU mock data
cubes with 36 broadband filter transmission functions – as
listed in Table 1 – to produce an equal number of broadband
images for the galaxy. We perform this convolution assum-
ing the source is both at rest and appropriately redshifted
with respect to the observer. The resulting broadband im-

ages can be used to generate RGB images based on various
filter combinations, and to facilitate quantitative compar-
isons with observations made with particular filters.

The images generated from this process are idealized
images, in the sense that they contain no sky noise, no cam-
era point-spread-function (PSF) blurring, and lack galac-
tic and extragalactic image contamination (from the fore-
ground/background). We do not include these “image re-
alism” contributions because (i) they can be added to the
idealized images in “post processing” and (ii) the best choice
for the, e.g., camera PSF blurring will depend on the spe-
cific instrument and/or application. In future work we will
include such non-intrinsic contributions before analyzing the
photometrically inferred galaxy properties.

The post processing of every galaxy takes roughly ⇠ 30
minutes running on 4 processors – leading to a total compute
time of roughly 80,000 CPU hours for the redshift z = 0
population.

3 RESULTS: GALAXY IMAGES AND SEDS

The redshift z = 0 galaxy population has been run through
the SUNRISE pipeline producing a catalog of ⇠ 40,000
galaxy spectra and ⇠ 7,000 galaxy images with associated
photometric data. This data is available through a web-
based query and download service.2 The image database
is searchable based on galaxy properties (e.g., stellar mass,
halo mass, etc.) as well as unique identification numbers,
which are provided for the example galaxy images used in
this section.

Photometric data for a galaxy is contained in a single,
multi-extension FITS file containing four image extensions
corresponding to the four camera views. Each extension con-
tains an array of dimensionality N

bands

⇥ N
pixels

⇥ N
pixels

.
The ordering of the broadband filters can be found in Table 1
as well as in the first field in the FILTERS extension. Image
units, pixel count, and other relevant details are stored in
the camera extension header as outlined in Table 2. This ini-
tial release closely follows the SUNRISE output format, for
which additional information and documentation was pre-
sented by Jonsson (2006); Jonsson et al. (2010).

3.1 Integrated SEDs

We store integrated global SEDs for each galaxy under
the IntegratedQuantities field. Example SEDs are shown
in Figure 3 for one star-forming blue galaxy (blue line,
ID=350781), and one quiescent red galaxy (red line,
ID=138415). Both galaxies have stellar masses of M⇤ =
1011.0M�. The galaxies have star formation rates of
5.7M�/yr (blue) and 0.0M�/yr (red). While the blue galaxy
still has a reservoir of star-forming gas, the red galaxy
has quenched its star formation via AGN feedback. The
two galaxies have noticeably di↵erent SED slopes with the
star-forming galaxy having substantially more UV emission.
Moreover, since a somewhat significant amount of light in
the near IR comes from young stellar populations, an o↵set
in the near IR SED can also be seen.

2 http://www.illustris-project.org/galaxy obs/
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Stellar Mass Fitting
• Stellar masses re-derived from mock photometric data using FAST 

• Compare re-derived stellar masses vs. simulated stellar masses
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Stellar Mass Fitting
• Stellar masses re-derived from mock photometric data using FAST 

• Compare re-derived stellar masses vs. simulated stellar masses
Result: At a fixed “true” galaxy mass, the derived mass 

will depend on the assigned metallicity
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Stellar Mass Fitting
• Stellar masses re-derived from mock photometric data using FAST 

• Compare re-derived stellar masses vs. simulated stellar masses
Result: The error in the SED derived stellar mass 

depends on the inferred galaxy age
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Stellar Mass Fitting
• Stellar masses re-derived from mock photometric data using FAST 

• Compare re-derived stellar masses vs. simulated stellar masses
Result: Limiting the minimum assigned galaxy age 

reduces the error in the assigned galaxy mass.
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Figure 5. Montage of a two disk galaxies without a bar (top) and with a bar (bottom) viewed from 5 di↵erent viewing angles. The
observable strength of the bar depends on viewing angle.

Figure 6. Montage of two elliptical galaxies. Aside from perhaps a small change in the observed elongation, visual classification of the
elliptical systems is nearly invariant to changes in the viewing angle.

parison setup uses FAST assuming exponentially decaying
star formation history ( / exp (�t/⌧)) to determine stel-
lar masses based on the stellar-light-only galaxy photome-
try from the image pipeline. In this case, the mock galaxy
photometry use the SB99 SPS templates while FAST uses
the BC03 templates. The mock galaxy photometry is made
without any dust attenuation and we restrict FAST fits to
neglect attenuation as well. FAST input files are generated
by calculating rest-frame broadband fluxes for the five SDSS
band (u, g, r, i, z) converted to units of flux density assum-
ing the galaxies are at redshift z = 0.01 using the same cos-
mology employed in the Illustris simulation. Although FAST

has the ability to determine spectroscopic/photometric red-
shifts, in our initial comparison we supply correct redshifts
to FAST to avoid this causing errors. We note that it is
slightly inconsistent to use rest-frame broadband fluxes for
input into FAST (which assumes redshifted fluxes), but we

have checked that error is minimal for such a low redshift.
We compare the stellar mass derived from FAST (hereafter
FAST mass) against the simulation determined stellar mass
found in the SUBFIND galaxy catalog (hereafter SUBFIND

mass) for all galaxies with integrated spectra in the image
pipeline.

The left panel of Figure 8 shows a two dimensional his-
togram indicating the relationship between the FAST photo-
metrically derived stellar mass and the SUBFIND tabulated
stellar mass for all 41,517 galaxies with more than 500 star
particles at redshift z=0. The black line indicates a perfect
1:1 relationship (i.e. the FAST masses exactly equal the SUB-

FIND masses). There is a tight relationship between these
two quantities that nearly follows the ideal 1:1 scaling, with
a slight o↵set and scatter. Out of the 41,517 galaxies for
which we perform this fitting, 1755 (4%) disagree by more

c� 0000 RAS, MNRAS 000, 000–000
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Image Pipeline: Application
• Employed image catalog for non-parametric galaxy morphology 

• Compare against Extended Groth Strip data

6

Figure 1. Gini–M
20

as a function of star formation as reflected by U � B color for galaxies at z ⇠ 0.3. Left: data from the Extended
Groth Strip (EGS) survey compiled by Lotz et al. (2008b): roughly rest-frame B-band. Right: mock data from the Illustris Simulation
Observatory (ISO ; Torrey et al. 2014a) at z = 0.33: rest-frame r-band.

Figure 2. Gini–M
20

as a bulge diagnostic. Left: data from the Zurich Estimator of Structural Types (ZEST; Scarlata et al. 2007) from
HST ACS I-band images from the COSMOS survey (Scoville et al. 2007). These data span roughly 0 < z < 1 and reflect rest-frame g,
r, and i-band light. Right: mock data from ISO in the in rest-frame g-band. Solid red and black lines encircle 68% of the data points,
and solid gray lines 95%.

c� 0000 RAS, MNRAS 000, 000–000
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Figure 3. Rest-frame g-band morphology distributions and color-composite images as a function of mass. At the left we show four
G-M20 diagrams with increasing stellar mass from bottom to top. The total number of points plotted is shown in the lower right corner
of each panel. Black (gray) contours encircle 68% (95%) of these sources. In each panel we identify one or two colored regions of interest
on which to focus more closely. At the right we show the 10 most massive galaxies residing in each of the five total regions in g-r-i color
composite images. From these we see an expected trend: at lower mass, most galaxies are still forming stars in a disk, and therefore
reside in the late-type region. At the highest masses, galaxies are quenched, and therefore they are concentrated mainly in the early-type
region. However, in the 10.5 < log10 M⇤/M� < 11.0 panel, we identify a very interesting population of galaxies: there are two peaks in
G-M20, one at the expected location bridging the early/late type divide as galaxies evolve and quench, and another o↵ to the left, at
M20 > �1.0 and G ⇠ 0.4. See the text for more discussion.

to separate into two distinct populations. The main one near
the center of the diagram, intermediate between the adjacent
panels, and another with very extended morphology: M20 >
�1, G < 0.45.

The obvious nature of Item (ii) surprised us. It had been

known among the team that the Illustris feedback model
leads to galaxies with “ring-like” star formation patterns.
This has to do with how the simulated winds launched from
star-forming regions re-couple with the gas: in large galax-
ies this wind mass can recouple at a location internal to the

c� 0000 RAS, MNRAS 000, 000–000

• Distribution of galaxies 
changes with mass 

• Low mass galaxies disk 
dominated; high mass 
galaxies bulge dominated 

• Interesting “ringed” 
galaxies at MW mass scale 
(more than observed) 

• Rings indicate need for 
refining feedback model
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• Non-parametric fits of galaxy morphology vs simulated properties 
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Figure 4. SFR versus mass (panel a, top left), overdensity versus mass (panel b, bottom left), and SFR/M⇤ versus compactness (panel
c, top right), with colours proportional to galaxy structure (Equation 6). In each bin, we measure the median F (G,M20) value from
rest-frame g-band images and assign it a colour following panel d. Bulge-dominated galaxies are colour-coded red and disc-dominated
ones are blue. The gray (black) contour outlines a region in which each bin contains 10 or more (central) galaxies. The green solid line
in panel (a) is the star-forming main sequence parameterized by Whitaker et al. (2012). Compared to surveys, Illustris recovers roughly
the same average structural type as a function of M⇤ and SFR (e.g., Kau↵mann et al. 2003; Wuyts et al. 2011), as a function of � and
M⇤ (Peng et al. 2010), and as a function of SFR/M⇤ and M⇤R

�1.5
1/2 (e.g., Franx et al. 2008; Barro et al. 2013; Omand et al. 2014). These

trends appear to be a natural consequence of galaxy formation processes simulated with physics models crafted to match global star
formation histories and stellar mass functions.

and disc-dominated galaxies. While here we are using a
di↵erent morphology diagnostic, the transition from disk-
dominated to bulge-dominated occurs at a location very
similar to the one found by Wuyts et al. (2011): at SFR
⇠ 0.1 M�yr

�1 for M⇤ ⇠ 1010M� and SFR ⇠ 1 M�yr
�1 for

M⇤ ⇠ 1011M�. Compared to observations, Illustris appears
to have too few low-SFR, bulge-dominated central galaxies
at M⇤ ⇠ 1010.5M� in panel (a).

Panel (b) of Figure 4 presents morphology as a func-
tion of overdensity and M⇤. We use the same definition of
3-dimensional overdensity � as Vogelsberger et al. (2014b),
who showed that star formation is correlated inversely with
density at fixed M⇤, matching observed trends (e.g., Peng
et al. 2010). Since F (G,M20) is correlated tightly with
SFR (panel a), we recover a similar dependence of galaxy

morphology on mass and environment. Thus, Illustris re-
produces basic features of “mass quenching”, “environment
quenching”, and the morphology-density relation.

In panel (c) of Figure 4, we plot SFR/M⇤ versus
M⇤R

�1.5
1/2 , a measure of compactness (e.g., ⌃1.5 from Barro

et al. 2013). This quantity is closely related to a surface mass
density, which has been shown to correlate with SFR/M⇤
out to high redshifts (e.g., Franx et al. 2008; Omand et al.
2014). As also seen in individual galaxy tracks by Genel et al.
(2014), we see that compactness correlates with SFR/M⇤ in
Illustris central galaxies: the black solid contour in panel (c)
encircles bins containing more than 10 central galaxies, indi-
cating a tight relationship between M⇤R

�1.5
1/2 and SFR/M⇤.

Here, we find that both quantities also correlate tightly with
bulge strength, as indicated by the change from blue to
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Figure 4. SFR versus mass (panel a, top left), overdensity versus mass (panel b, bottom left), and SFR/M⇤ versus compactness (panel
c, top right), with colours proportional to galaxy structure (Equation 6). In each bin, we measure the median F (G,M20) value from
rest-frame g-band images and assign it a colour following panel d. Bulge-dominated galaxies are colour-coded red and disc-dominated
ones are blue. The gray (black) contour outlines a region in which each bin contains 10 or more (central) galaxies. The green solid line
in panel (a) is the star-forming main sequence parameterized by Whitaker et al. (2012). Compared to surveys, Illustris recovers roughly
the same average structural type as a function of M⇤ and SFR (e.g., Kau↵mann et al. 2003; Wuyts et al. 2011), as a function of � and
M⇤ (Peng et al. 2010), and as a function of SFR/M⇤ and M⇤R

�1.5
1/2 (e.g., Franx et al. 2008; Barro et al. 2013; Omand et al. 2014). These

trends appear to be a natural consequence of galaxy formation processes simulated with physics models crafted to match global star
formation histories and stellar mass functions.

and disc-dominated galaxies. While here we are using a
di↵erent morphology diagnostic, the transition from disk-
dominated to bulge-dominated occurs at a location very
similar to the one found by Wuyts et al. (2011): at SFR
⇠ 0.1 M�yr

�1 for M⇤ ⇠ 1010M� and SFR ⇠ 1 M�yr
�1 for

M⇤ ⇠ 1011M�. Compared to observations, Illustris appears
to have too few low-SFR, bulge-dominated central galaxies
at M⇤ ⇠ 1010.5M� in panel (a).

Panel (b) of Figure 4 presents morphology as a func-
tion of overdensity and M⇤. We use the same definition of
3-dimensional overdensity � as Vogelsberger et al. (2014b),
who showed that star formation is correlated inversely with
density at fixed M⇤, matching observed trends (e.g., Peng
et al. 2010). Since F (G,M20) is correlated tightly with
SFR (panel a), we recover a similar dependence of galaxy

morphology on mass and environment. Thus, Illustris re-
produces basic features of “mass quenching”, “environment
quenching”, and the morphology-density relation.

In panel (c) of Figure 4, we plot SFR/M⇤ versus
M⇤R

�1.5
1/2 , a measure of compactness (e.g., ⌃1.5 from Barro

et al. 2013). This quantity is closely related to a surface mass
density, which has been shown to correlate with SFR/M⇤
out to high redshifts (e.g., Franx et al. 2008; Omand et al.
2014). As also seen in individual galaxy tracks by Genel et al.
(2014), we see that compactness correlates with SFR/M⇤ in
Illustris central galaxies: the black solid contour in panel (c)
encircles bins containing more than 10 central galaxies, indi-
cating a tight relationship between M⇤R

�1.5
1/2 and SFR/M⇤.

Here, we find that both quantities also correlate tightly with
bulge strength, as indicated by the change from blue to
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1. Disks are predominately found along SFMS.  
Systems significantly below SFMS tend to be 
spheroid dominated.
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Figure 4. SFR versus mass (panel a, top left), overdensity versus mass (panel b, bottom left), and SFR/M⇤ versus compactness (panel
c, top right), with colours proportional to galaxy structure (Equation 6). In each bin, we measure the median F (G,M20) value from
rest-frame g-band images and assign it a colour following panel d. Bulge-dominated galaxies are colour-coded red and disc-dominated
ones are blue. The gray (black) contour outlines a region in which each bin contains 10 or more (central) galaxies. The green solid line
in panel (a) is the star-forming main sequence parameterized by Whitaker et al. (2012). Compared to surveys, Illustris recovers roughly
the same average structural type as a function of M⇤ and SFR (e.g., Kau↵mann et al. 2003; Wuyts et al. 2011), as a function of � and
M⇤ (Peng et al. 2010), and as a function of SFR/M⇤ and M⇤R

�1.5
1/2 (e.g., Franx et al. 2008; Barro et al. 2013; Omand et al. 2014). These

trends appear to be a natural consequence of galaxy formation processes simulated with physics models crafted to match global star
formation histories and stellar mass functions.

and disc-dominated galaxies. While here we are using a
di↵erent morphology diagnostic, the transition from disk-
dominated to bulge-dominated occurs at a location very
similar to the one found by Wuyts et al. (2011): at SFR
⇠ 0.1 M�yr
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M⇤ ⇠ 1011M�. Compared to observations, Illustris appears
to have too few low-SFR, bulge-dominated central galaxies
at M⇤ ⇠ 1010.5M� in panel (a).

Panel (b) of Figure 4 presents morphology as a func-
tion of overdensity and M⇤. We use the same definition of
3-dimensional overdensity � as Vogelsberger et al. (2014b),
who showed that star formation is correlated inversely with
density at fixed M⇤, matching observed trends (e.g., Peng
et al. 2010). Since F (G,M20) is correlated tightly with
SFR (panel a), we recover a similar dependence of galaxy

morphology on mass and environment. Thus, Illustris re-
produces basic features of “mass quenching”, “environment
quenching”, and the morphology-density relation.

In panel (c) of Figure 4, we plot SFR/M⇤ versus
M⇤R

�1.5
1/2 , a measure of compactness (e.g., ⌃1.5 from Barro

et al. 2013). This quantity is closely related to a surface mass
density, which has been shown to correlate with SFR/M⇤
out to high redshifts (e.g., Franx et al. 2008; Omand et al.
2014). As also seen in individual galaxy tracks by Genel et al.
(2014), we see that compactness correlates with SFR/M⇤ in
Illustris central galaxies: the black solid contour in panel (c)
encircles bins containing more than 10 central galaxies, indi-
cating a tight relationship between M⇤R

�1.5
1/2 and SFR/M⇤.

Here, we find that both quantities also correlate tightly with
bulge strength, as indicated by the change from blue to
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Figure 4. SFR versus mass (panel a, top left), overdensity versus mass (panel b, bottom left), and SFR/M⇤ versus compactness (panel
c, top right), with colours proportional to galaxy structure (Equation 6). In each bin, we measure the median F (G,M20) value from
rest-frame g-band images and assign it a colour following panel d. Bulge-dominated galaxies are colour-coded red and disc-dominated
ones are blue. The gray (black) contour outlines a region in which each bin contains 10 or more (central) galaxies. The green solid line
in panel (a) is the star-forming main sequence parameterized by Whitaker et al. (2012). Compared to surveys, Illustris recovers roughly
the same average structural type as a function of M⇤ and SFR (e.g., Kau↵mann et al. 2003; Wuyts et al. 2011), as a function of � and
M⇤ (Peng et al. 2010), and as a function of SFR/M⇤ and M⇤R

�1.5
1/2 (e.g., Franx et al. 2008; Barro et al. 2013; Omand et al. 2014). These

trends appear to be a natural consequence of galaxy formation processes simulated with physics models crafted to match global star
formation histories and stellar mass functions.
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to have too few low-SFR, bulge-dominated central galaxies
at M⇤ ⇠ 1010.5M� in panel (a).

Panel (b) of Figure 4 presents morphology as a func-
tion of overdensity and M⇤. We use the same definition of
3-dimensional overdensity � as Vogelsberger et al. (2014b),
who showed that star formation is correlated inversely with
density at fixed M⇤, matching observed trends (e.g., Peng
et al. 2010). Since F (G,M20) is correlated tightly with
SFR (panel a), we recover a similar dependence of galaxy

morphology on mass and environment. Thus, Illustris re-
produces basic features of “mass quenching”, “environment
quenching”, and the morphology-density relation.

In panel (c) of Figure 4, we plot SFR/M⇤ versus
M⇤R
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1/2 , a measure of compactness (e.g., ⌃1.5 from Barro

et al. 2013). This quantity is closely related to a surface mass
density, which has been shown to correlate with SFR/M⇤
out to high redshifts (e.g., Franx et al. 2008; Omand et al.
2014). As also seen in individual galaxy tracks by Genel et al.
(2014), we see that compactness correlates with SFR/M⇤ in
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Figure 4. SFR versus mass (panel a, top left), overdensity versus mass (panel b, bottom left), and SFR/M⇤ versus compactness (panel
c, top right), with colours proportional to galaxy structure (Equation 6). In each bin, we measure the median F (G,M20) value from
rest-frame g-band images and assign it a colour following panel d. Bulge-dominated galaxies are colour-coded red and disc-dominated
ones are blue. The gray (black) contour outlines a region in which each bin contains 10 or more (central) galaxies. The green solid line
in panel (a) is the star-forming main sequence parameterized by Whitaker et al. (2012). Compared to surveys, Illustris recovers roughly
the same average structural type as a function of M⇤ and SFR (e.g., Kau↵mann et al. 2003; Wuyts et al. 2011), as a function of � and
M⇤ (Peng et al. 2010), and as a function of SFR/M⇤ and M⇤R

�1.5
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formation histories and stellar mass functions.

and disc-dominated galaxies. While here we are using a
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dominated to bulge-dominated occurs at a location very
similar to the one found by Wuyts et al. (2011): at SFR
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M⇤ ⇠ 1011M�. Compared to observations, Illustris appears
to have too few low-SFR, bulge-dominated central galaxies
at M⇤ ⇠ 1010.5M� in panel (a).

Panel (b) of Figure 4 presents morphology as a func-
tion of overdensity and M⇤. We use the same definition of
3-dimensional overdensity � as Vogelsberger et al. (2014b),
who showed that star formation is correlated inversely with
density at fixed M⇤, matching observed trends (e.g., Peng
et al. 2010). Since F (G,M20) is correlated tightly with
SFR (panel a), we recover a similar dependence of galaxy

morphology on mass and environment. Thus, Illustris re-
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quenching”, and the morphology-density relation.

In panel (c) of Figure 4, we plot SFR/M⇤ versus
M⇤R
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et al. 2013). This quantity is closely related to a surface mass
density, which has been shown to correlate with SFR/M⇤
out to high redshifts (e.g., Franx et al. 2008; Omand et al.
2014). As also seen in individual galaxy tracks by Genel et al.
(2014), we see that compactness correlates with SFR/M⇤ in
Illustris central galaxies: the black solid contour in panel (c)
encircles bins containing more than 10 central galaxies, indi-
cating a tight relationship between M⇤R
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1/2 and SFR/M⇤.

Here, we find that both quantities also correlate tightly with
bulge strength, as indicated by the change from blue to
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1. Disks are predominately found along SFMS.  
Systems significantly below SFMS tend to be 
spheroid dominated.

2. Galaxies in overdense environments tends to 
be more bulge dominated.  Relation to merger 
history or quenched fraction still being 
investigated.
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Figure 4. SFR versus mass (panel a, top left), overdensity versus mass (panel b, bottom left), and SFR/M⇤ versus compactness (panel
c, top right), with colours proportional to galaxy structure (Equation 6). In each bin, we measure the median F (G,M20) value from
rest-frame g-band images and assign it a colour following panel d. Bulge-dominated galaxies are colour-coded red and disc-dominated
ones are blue. The gray (black) contour outlines a region in which each bin contains 10 or more (central) galaxies. The green solid line
in panel (a) is the star-forming main sequence parameterized by Whitaker et al. (2012). Compared to surveys, Illustris recovers roughly
the same average structural type as a function of M⇤ and SFR (e.g., Kau↵mann et al. 2003; Wuyts et al. 2011), as a function of � and
M⇤ (Peng et al. 2010), and as a function of SFR/M⇤ and M⇤R
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trends appear to be a natural consequence of galaxy formation processes simulated with physics models crafted to match global star
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(2014), we see that compactness correlates with SFR/M⇤ in
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1. Disks are predominately found along SFMS.  
Systems significantly below SFMS tend to be 
spheroid dominated.

Simulated Galaxy Morphologies at z = 0 15

Figure 10. Quiescent fraction and optical morphology versus
total mass Mh for massive galaxies in Illustris, with colours rep-
resenting the fraction of quiescent galaxies in each bin, as defined
in equation (7). To compare with SDSS data in similar (but not
identical) quantities, see Woo et al. (2015). At a given Mh, Illus-
tris galaxies are much more likely to be quenched if they have a
bulge-dominated or compact light profile, similar to real galaxies.

Vogelsberger et al. 2014b). Therefore it is uncertain how
halo mass might relate to galaxy morphology in a simulation
like Illustris. Even assuming that all comprehensive models
matching global stellar mass quantities also reproduce basic
morphology trends (Section 3), galaxy properties at fixed
halo mass might be an e↵ective means by which to choose
among them.

In Figure 10, we plot F (G,M20) and compactness
(M⇤R

�1.5
1/2 ; Section 3.2) against total mass Mh and quies-

cent fraction, as defined in equation (7). For a given galaxy,
we define Mh as the total mass of all particles (all types)
and cells bound to the subhalo, not including mass associ-
ated with subhalos of this subhalo. Qualitatively, Illustris
galaxy morphologies depend on Mh in a very similar way
to observed low-redshift galaxies (e.g., Woo et al. 2015): at
fixed Mh, optical structure is very strongly correlated with
whether a galaxy is quenched or not. However, it is di�cult
to immediately assign causality.
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Figure 11. Morphology versus stellar mass at fixed halo mass for
central galaxies in Illustris. Top:M⇤-Mh relation, with bin colours
representing optical morphology, F (G,M20). Bottom: Residual
correlation between F (G,M20) and M⇤, holding Mh fixed; see
text for definitions. In this panel we colour the bins by quiescent
fraction. Black lines are orthogonal distance regression (Boggs &
Rogers 1990) fits to the raw data. We find a statistically signifi-
cant (log10 p ⌧ �3) negative residual correlation between F and
M⇤ at a given Mh, implying that galaxies with higher stellar mass
have later morphological type, on average. We interpret this as
a consequence of the Illustris physics model suppressing galaxy
star formation: in a given halo, less quenching leads to later type
galaxies and more total stars. More quenching leads to earlier
types and fewer total stars.

Over time, the existence of quenching implies that a
galaxy will form fewer stars than it would have without the
quenching mechanism(s). This implies that in a given halo,
quantities which trace the integrated star formation history
(SFH) could provide a direct constraint on the key physical
processes. For example, Figure 11 shows how morphology
depends onM⇤ in simulated massive central galaxies at fixed
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3. More massive galaxies also tend to be more 
bulge dominated

2. Galaxies in overdense environments tends to 
be more bulge dominated.  Relation to merger 
history or quenched fraction still being 
investigated.
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• For L=75 Mpc/h simulation volumes 
• 7000 galaxies with stellar masses >1010 M_solar 

• Some group/clusters available for study 
• Published and publicly available online 

illustris-project.org 

• Tools for opening/plotting/manipulating data 

github.com/ptorrey/sunpy

Image Pipeline: Morphology

Torrey+ (2015)



• Lots of science questions to be addressed: 
• How do SED derived stellar masses compare against simulation value? 

• Factor of 2 errors common.  Residual trends from discrete metallicity in SPS. 
• Reasonable constraints on parameter range help  

• How does galaxy morphology correlate with galactic properties? 
• SFMS populated by disks 
• Bulges more prevalent in dense environments 
• Scatter in Stellar Mass-Halo Mass relation correlated with morphology 

• Visual classification underway with Galaxy Zoo 

• How are high-z merger rates impacted by low S/N and PSF blurring? 

• Formation and evolution of unique galaxy classes (e.g., compact ellipticals) 

• …

Image Pipeline



• Properties of Galactic Stellar Haloes (Pillepich+ 2014) 

• Galaxy-Galaxy Merger Rate Evolution (Rodriguez-Gomez+ 2014) 

• Black Hole Scaling Relation (Sijacki+ 2014) 

• Damped Lyman Alpha Properties (Bird+ 2014) 

• Properties and Evolution of the SFMS (Sparre+ 2014) 

• Impact of Feedback on Gas Accretion (Nelson+ 2014) 

• Colors of Satellite Galaxies (Sales+ 2014) 

• Metal Distribution and Ionization in the CGM (Suresh+ 2014) 

• … 

• DES image galaxy structural property comparison? 

• DM Annihilation maps? 

• Illustris Image Pipeline

Illustris Project Select Science



Conclusions
• Described our numerical methods for running cosmological simulations including novel 

“Moving Mesh” hydro solver & feedback methods 

• Presented AREPO simulations including strong feedback including the large volume 
Illustris cosmological simulations 

• Argued that feedback yields realistic mass buildup of galaxy populations  
• Mass and Environmental Quenching 
• Galaxy Galaxy Merger Rate calculations 
• Buildup of Stellar Halo Profiles 

• Outlined methods for producing synthetic galaxy image catalog 
• Idealized exploration of SED Fitting 
• Gini-M20 galaxy structural analysis  and correlation with galaxy properties


